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Fig. 1: The spectral processing pipeline 

 
 
Introduction 
Discrete approximation of surfaces of volumetric 
objects by point samples instead of polygons becomes 
more and more important. 

In this work, a method for common surface 
processing operations as noise removal, enhancement, 
restoration and subsampling, is presented. The method 
is based on Fourier analysis and directly operates on 
points and normals without the need for connectivity 
information. 

Motivation 
In computer graphics, surfaces of three dimensional 
objects are described at an ever increasing resolution, 
which leads to a stage where the use of polygons for 
local approximation of surfaces becomes inadequate, 
due to unnecessary overhead in memory and 
performance requirements. So, the motivation to study 
algorithms which directly operate on point-sampled 
geometry data is obvious. 

Fourier analysis is a well established method for 
signal processing and can be adapted to geometry. 
There is a strong correspondence between frequency 
(in terms of signal processing) and curvature (in terms 
of analytical geometry). In the Fourier spectrum, many 
filter operations can be efficiently computed, which 
would be hard, if not impossible, to achieve in the 
spatial domain. 

The algorithm 
In Fig. 1, a data flow diagram of the spectral 
processing pipeline is given. Starting with a collection 
of point samples, which are assumed to describe a 
smooth two-manifold, a patch layout is generated. 
Patches are selected in way that all points within a 
patch can be described by a displacement map (or 
height field) over a base plane. As a consequence, 
patches become smaller in regions of higher curvature, 
as can be seen in the example given in Fig. 2. 

 
Fig. 2: Patch layout created for a human face 

The Patch layout creation is divided into two steps. 
First, a binary space partition tree is built. Using this 
tree, neighbors in 3-space are clustered into so called 
leaf patches (the leaves of the BSP). Second, an 
optimization is carried out to merge leaf patches into 
the final patches. The objective function of this 
optimization has several parts. It takes into account 
variations in patch size and similarity in normal 
directions within the patches, favorizes circular shaped 
patches, and aims to achieve a regular patch 
distribution. 

Within each patch of the final layout, a scattered 
data approximation (SDA) interpolates the data onto a 
regular grid, in order to make a discrete Fourier 
transform (DFT) applicable.  

The Fourier spectrum obtained by the DFT is 
processed by pointwise multiplication with a desired 
frequency domain filter function. A subsequent inverse 
Fourier transform leads to the filtered patch. 

Depending on the curvature of the filtered patches, 
an adequate sampling rate is determined within each 
patch individually in the resampling step. The optimal 
sampling rate can be determined directly through the 
sampling theorem from Fourier theory. This is where, 
depending on the filter applied, a data reduction (or 
subsampling) may take place. 
When reassembling patches, special care has to be 
taken at their boundaries, since there, the spectral 
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processing can introduce significant discontinuities. 
This is handled in the last step, called patch blending or 
reconstruction. 
 
All elements of the pipeline up to the DFT (shaded 
gray in Fig. 1) can be regarded as a preprocessing, 
since they need not be repeated, if a different filter 
function is desired. 

 

 
Fig. 3: Typical frequency domain filters 

 

Results 
Filtered surfaces. In Fig. 3, example results from 
the St. Matthew data set are depicted. The plots show 
the radial profile of the filter functions, which are 
rotational symmetric. 

 
Fig. 4 shows a comparison of noise reduction filters 
applied to a blurred and noisy surface model (a), 
filtered with a Gaussian low pass (b) and a feature-
preserving Wiener filter (c). 

 
Performance. The reported calculation time is about 
3 min for processing a 4 million points model on a 
1.1GHz AMD Athlon with 1.5 GByte of main 
memory, where the preprocessing takes 2 min. Only 6 
secs are spend for spectral analysis and inverse DFT, 
leaving roughly 1 min for the reconstruction step. 
Reconstruction time can be reduced by a factor of 4 if 
after filtering, the model is subsampled to 10%. 
 

 

 
Fig. 4(a) 

 

 
Fig. 4(b) Fig. 4(c) 

 

Discussion 
The authors have presented an elegant method for pure 
point based surface processing. The method is very 
flexible, since through the implementation of Fourier 
methods, many common filter operations can be 
performed efficiently.  

Within the interior of the patches, a sound concept 
of frequency is present. However, at the overlapping 
boundaries of the patches, this concept is missing. A 
mathematical analysis of the heuristic used in patch 
blending is reported to be a main focus of future 
research. Although, the results presented in the paper 
look very satisfactory, also inside patch boundary 
regions. 

 
Due to the quite costly preprocessing, the presented 
method is considered mainly suitable for interactive 
surface processing purposes. 
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